
 

 

 

Abstract 
 

This project deals with the problem of image 

registration and mosaicking assuming only homography 

transformations. It consists of the following operations. 

First features in images are detected using the Scale-

Invariant Feature Transform (SIFT). A nearest neighbor 

algorithm with Euclidean distance measure is used for 

establishing correspondences between images. The 

normalized Direct Linear Transformation (DLT) together 

with the RANdom Sample And Consensus (RANSAC) 

algorithm is used to estimate the homography between the 

images. The images are then warped to a common co-

ordinate system using the estimated homography. Alpha-

blending based on distance of the pixel from the image 

border is used to stitch the images into a smooth mosaic. 

The results at the end of the report show the effectiveness 

of the implementation for automatic registration and 

mosaicking of images. 

 

 

1. Introduction 

Image mosaics are useful in a variety of tasks in 

computer vision and graphics including applications like 

virtual environments, panoramic photography, image-

based rendering, image stabilization and aerial/satellite 

photography. Many software mosaicking algorithms used 

today require structured panning or some amount of 

human intervention. The purpose of this project is to 

automatically register and mosaic images that have 

overlapping regions in them. 

Several image registration techniques have been 

proposed. Finite-element based image registration and 

nonparametric image registration algorithms are primarily 

used for medical image registration. Davis [20] has 

proposed an algorithm for mosaicking scenes with moving 

objects. He uses an extended Mellin transform to register 

images, global registration and segmented compositing to 

avoid blurring the moving objects. Snavely et. al[24] have 

developed software for interactively browsing large 

unstructured collections of images. They use camera pose 

and sparse 3D scene information to reconstruct the virtual 

scene. Brown and Lowe[13] have proposed a technique to 

automatically create panoramas from a given set of 

images. Their method is based on SIFT, bundle adjustment 

and multi-band blending and achieves visually pleasing 

results.  

In this project, we have chosen to tackle the problem of 

image registration and mosaicking. In most cases, 

panoramas are created of scenes with objects far away 

from the camera and hence the images can be assumed to 

be planar. Therefore, we have restricted our project to 

images that can be registered and mosaicked using 

homography transformations.  

This report is organized as follows. Section 2 gives a 

formal definition of the image registration and mosaicking 

problem. Section 3 discusses the implementation. Section 

4 provides experimental details and results. Section 5 

discusses the strong points and drawbacks of our 

implementation. It also mentions directions for future 

work. 

2. Problem definition 

Image registration is the process of establishing 

mapping between two or more images and aligning them 

with respect to a common co-ordinate system coherent 

with the 3-D structure of the scene. The images used could 

possibly be captured at different times, from different 

view-points, under different lighting conditions and/or 

using different sensors. It is assumed that there is sufficient 

overlap between images. Once the images are registered, 

they can be mosaicked to generate a representation that is 

geometrically and photometrically consistent with the 

scene [1]. 

This project only deals with images that are planar i.e. 

the real-world distance between different objects in the 

image is be small compared to the distance of the objects 

to the camera plane. Therefore, they can be registered 

using homographic mapping. In other words, the 

transformation from one image to the other can be viewed 

as consisting only of translation, rotation and scaling. 

The problem of image registration and mosaicking for 
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two images can be broken down into the following steps. 

1. Find correspondences between the two images. 

2. Find the homography mapping of one image to the 

other. 

3. Warp one of the images so that both images are on 

the same co-ordinate system. Then, align the images 

and stitch them together to form one “big” image of 

the scene. 

2.1. Image correspondence 

The problem of establishing correspondences between 

images is a recurring one in computer vision. Many 

algorithms that have been proposed first extract a set of 

feature points for each image and then match the feature 

points. Salient features (like corners, edges, local regions, 

corner points) of the images have to be captured by the 

feature descriptors. Several such feature descriptors have 

been proposed in [2], [6-10].  

Lowe [2,13] has proposed the use of scale-invariant 

feature transform (SIFT) to extract features from images.  

This is particularly suited for our problem as the image 

descriptors generated by the method are invariant to 

rotation, scaling, affine transformations and image noise 

and partially invariant to changes in view point and 

illumination. Another advantage of the method is that it 

generates a large number of features that densely cover the 

image. This allows for finding good correspondences 

across images. The major stages involved in the detection 

of SIFT features are: 

1. Scale-space extrema detection: This stage 

searches for features over all scales and image 

locations. The search is made efficient by using a 

difference-of-Gaussian pyramid. 

2. Accurate keypoint localization: At prospective 

feature locations identified in the previous step, a 

detailed model is fit to determine the location and 

scale. Based on measures of their stability, 

keypoints are retained for further processing. 

3. Orientation assignment: The keypoint locations 

are assigned one or more orientations based on local 

image gradient directions. The image data is 

transformed relative to the assigned orientation, 

scale, and location for each feature. All future 

processing is done on this transformed image data, 

thereby providing invariance to these 

transformations. 

4. Local image descriptor: At the chosen scale, the 

local image gradients are computed in the region 

around each keypoint. These are then transformed 

into a descriptor representation that provides 

invariance to changes in illumination and 3D 

viewpoint. 

Thus each feature point has a descriptor and a location 

(containing x,y-positions, scale and orientation). The 

descriptors can be matched by using methods like the k-

nearest neighbor algorithm. The distance measures used 

could be Euclidean (2-Norm) or any general L-Norm. 

2.2. Estimating homography 

This step basically determines the transformation that 

has to be applied to register the images based on the 

correspondences obtained in the previous stage. A 

homography describes how a planar surface transforms 

when imaged through pin-hole cameras that have a 

different position and orientation in space i.e. it is a linear 

transformation in projective space [3]. The homography 

matrix, H describing the translation, rotation and scaling 

operations is a 3x3 matrix with 9 parameters. The points p’ 

and p in projective space are related (upto a scale factor) 

as follows. 
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Since the equality is only upto a scale factor, H has only 

8 degrees of freedom. In order to fix the 9th parameter, an 

additional constraint can be imposed to make 1=θ  

where 1 2 9[ , ,...., ]Tθ θ θ=θ . Given a set of 

corresponding points p and p’ the problem of finding the 

homography matrix is equivalent to solving a system of 

linear equations. Therefore, in order to determine the 8 

free parameters a minimum of 4 pairs of correspondences 

are required. However, in practice the image 

correspondence algorithm will give a large number of 

correspondences, several of which will be false matches or 

outliers. The presence of outliers can hugely upset the 

solution for H obtained using a least squares algorithm. 

Hence, the outliers need to be weeded out. 

The RANSAC (RANdom Sample And Consensus) 

algorithm [4] was proposed by Fischler and Bolles as a 

method to estimate a model in the presence of outliers. It 

works very well even in situations where more than 50% 

of the data points are outliers (which is usually the case for 

many image correspondence algorithms). It has been 

widely used in several areas of computer vision and image 

processing. Several modifications to the original algorithm 

have been proposed [14-17] to improve the speed, 

robustness and accuracy of the algorithm. The basic 

RANSAC algorithm consists of the following steps that are 

iterated over. 

1. Randomly select minimal sample sets (MSS) from 

the input dataset. (The size of the MSS is the 

smallest number sufficient to estimate the model, 



 

 

which in this case is 4.) Compute the model 

parameters using only the MSS. 

2. For the computed model, classify the other data 

points (outside the MSS) into inliers and outliers. 

The set of inliers constitutes the consensus set (CS).  

These two steps are iterated over till the probability of 

finding a better CS drops below a certain threshold. The 

model that gives the largest cardinality for the CS is taken 

to be the solution.   

2.3. Image mosaicking 

The homography transformation is applied to one of the 

images to take it to the co-ordinate system of the other 

image. Then the two images are aligned and stitched 

together. The borders of the overlapping region could be 

visible because of slight misalignment or intensity 

differences between the images. This is especially evident 

in images that have drastic differences in lighting 

(BruggesSquare_x.jpg). Blending is done in order to 

reduce such artifacts and achieve a smooth transition 

across the two images. 

3. Implementation 

The different stages of the project have been coded in 

MATLAB. The coding was done as a proof of concept for 

the complete registration and mosaicking system and 

hence great emphasis was not placed on optimization of 

the code for memory or speed. 

3.1. Image correspondence 

SIFT has been implemented for extraction of features 

from images. The following discussion describes the 

various parameters used in the different stages of 

computing the features. Note that the values chosen are 

based on the recommendations in [2].  

1. Scale space extrema detection: The number of 

octaves in the scale space depends on the size of 

the input image. For our implementation we have 

started at double the size of the input image and 

with a factor of 2 reduction at each level, built the 

pyramid all the way up to an 8x8 image. Doubling 

the size of image increases the number of stable 

keypoints by a factor of 4.  The number of scales 

in each octave is 3. The amount of prior 

smoothing, σ, applied to each image level before 

building the scale space representation for an 

octave is set to 1.6. This value provides close to 

optimal repeatability. 

2. Keypoint localization: The locations of the 

keypoints are refined by fitting a quadratic Taylor 

series expansion of the scale-space function to the 

local sample points. Keypoints with low contrast 

(less than a value of 0.03) are discarded to reduce 

sensitivity to noise and increase stability. 

Keypoints that are poorly localized along an edge 

(those with ratio of principal curvatures negative 

or greater than 12.1) are also discarded. This 

further improves stability.  

3. Keypoint orientation: An orientation histogram 

is created from the gradient orientations of sample 

points within a region around the keypoint. It has 

36 bins and covers the 360 degree range of 

orientations. Each sample added to the histogram 

is weighted by its gradient magnitude and a 

Gaussian-weighted circular window with a σ  of 

1.5 times that of the scale of the keypoint. The 

largest peak in the histogram and other peaks 

within 80% of the peak are used create keypoints 

with those orientations. For better accuracy, a 

parabola is fit to the 3 values closest to each peak 

to interpolate the peak position and hence the 

corresponding orientation. 

4. Keypoint descriptor: A 4x4 array of histograms 

each with 8 orientation bins has been used to give 

a 128 element SIFT descriptor. The feature 

descriptor contains the values of all the orientation 

histogram entries. In order to reduce boundary 

effects, a Gaussian weighting function with σ 

equal to half the width of the descriptor window is 

used to weight the magnitude of each sample 

point. The histogram is smoothed using tri-linear 

interpolation. Finally, to improve the invariance to 

illumination changes, the 128 element feature 

vector is normalized to unit length. The vector 

elements are then clipped to 0.2 and the vector is 

renormalized to unit length.  In addition to the 

descriptor, each keypoint is also associated with a 

4 element location vector which contains the 

position, scale and orientation information. The 

position (x, y) is indicated relative to the upper-

left corner of the image (assumed to be the origin 

(0, 0)) with sub-pixel accuracy.  The scale 

indicates the smoothing level at which the feature 

was detected. The orientation information gives 

the primary orientation of the keypoint. 

For feature matching, the nearest neighbor algorithm 

with Euclidean distance measure has been used. For small 

angles/distances, the Euclidean distance between two unit 

vectors can be approximated by the angle between them. 

Therefore, for improving the efficiency of the algorithm, 

the inverse cosine of the dot product is computed and 

approximated as the Euclidean distance.  

3.2. Estimating homography 

We have implemented the RANSAC algorithm [1,4] to 



 

 

weed out the outliers that might come from the previous 

stage. The MSS size is taken to be 4. Given the MSS, the 

homography transformation is estimated using the 

normalized DLT (Direct Linear Transform) algorithm[1], 

which is a numerically stable version of the DLT. The 

DLT algorithm basically solves equation (1) to getθ . 

Therefore defining the following vectors  

1, 2,[ , ,1]T

i i ip x x x′ ′ ′ ′= = and 1, 2,[ , ,1]T

i i ip x x x= =  

equation (1) becomes equivalent to 

1, 1, 1, 2, 2, 1, 1,

1, 1, 2, 2, 2, 2, 2,

0 0 1 0

0 0 0 1

i i i i i i i

i i i i i i i

x x x x x x x

x x x x x x x

′ ′ ′ − − −
 

′ ′ ′− − − 
θ
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′= =x x θ                                  (2) 

Stacking the above equations for several points, we have 

the homogeneous linear system given below, which we 

have to solve for θ  
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However, in the presence of noise, the above system has 

no solution. Therefore, we can reformulate the problem as 

finding θ̂  such that 

                    
2

ˆ arg min
ˆ 1

A=

=

θ θ

θ

                                (4) 

This can be solved using SVD (Singular value 

decomposition). In order to improve the numerical 

stability of this algorithm, we have used the normalized 

DLT. Here the point co-ordinates are transformed before 

applying the DLT algorithm by centering them about their 

centroid and scaling them so that the average distance 

from the origin is approximately a small constant (usually 

√2). 

Once the model parameters have been estimated, the 

remaining points are classified into inliers and outliers 

based on the symmetric reprojection error. It is defined as 
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It captures the error in transforming the points in both 

the forward and inverse directions. Points for which the 

error is above a certain threshold are discarded as being 

outliers for the model. The error threshold is set based on 

the pixel error expected while doing the correspondences. 

We have found that a pixel error threshold of 6 gives good 

results. 

The RANSAC algorithm is iterated till the probability 

of finding a better CS decreases below a threshold. If q is 

the probability of sampling from the dataset a MSS that 

does not give an accurate estimate and h is the number of 

iterations, we need h large enough so that ( )1
h

q ε− ≤  

or equivalently  

                 
log

log(1 )
h

q

ε 
≥  

− 
                       (6) 

q is also estimated on the fly as follows, where ˆ
I

N   is the 

size of the largest CS and k is the MSS size. 
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We have found that a value of log 0.01ε =  gives 

acceptable results. 

The algorithm discards the homography matrix and 

flags an error if the number of inliers is less than 8. This 

check ensures that there is sufficient overlap between the 

images being mosaicked.  

3.3. Image mosaicking 

The image is transformed by multiplying its co-

ordinates by the homography transformation matrix. 

Directly transforming every point in the input to get the 

output will result in “holes” in the output which will not 

have any intensity values because the dimensions of the 

output image could be larger than those of the input. 

Therefore, inverse mapping is used to map every output 

point to an input point. The intensity values at non-integer 

pixels in the input are obtained by bilinear interpolation.  

 

Figure 1: Alpha-blending with blending factors based on 

distance of pixels from image boundaries.   



 

 

In order to make the transition across images smooth, 

blending has been implemented. Alpha-blending with the 

blending factors based on the distance of the pixels from 

the image boundary is a simple but effective algorithm. 

Figure 1 illustrates the idea. 
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The pixel value at position P in the mosaicked image is a 

weighted average of the pixel values at the same position 

in the two registered images. 

3.4. Mosaicking of multiple images 

Mosaicking of multiple images is done pair-wise. This 

method is not optimal because it does not work on the 

global picture, but only two images at a time. It also does 

not compensate for illumination changes across the set of 

images, hence making the final mosaic look unrealistic in 

presence of contrast changes. 

The entire process can be described as follows. First, the 

SIFT features are extracted from each of the images   Ik, in 

the set where k = 1,2,…..N. It is assumed that in the given 

order, any two consecutive images Ij and Ij+1 have 

considerable overlap. Next, the pair–wise correspondences 

are extracted from the N-1 image pairs in the set and these 

are used to compute the corresponding homography 

matrix, Hk, where k = 1,2,….(N-1). Finally, the images I2, 

I3,…,IN are transformed into the co-ordinate system of the 

first image I1 using the cascaded homography matrix 

detailed further on. The homography matrix Hj transforms 

image Ij+1 into the co-ordinate system of image Ij,  the 

homography matrix Hj-1 transforms image Ij into the co-

ordinate system of image Ij-1 and so on. Therefore, in order 

to transform the image Ij+1 into the co-ordinate system of 

image I1 we have to use the cascaded homography matrix 

given by Hj⋅Hj-1⋅…..⋅H1. 

4. Experiments and results 

4.1. Comparison with Lowe’s SIFT 

The module for a quantitative comparison of our 

implementation of SIFT with Lowe’s implementation [19] 

was based on Andrea Vedaldi’s code [22].  

We first extracted SIFT features for an image using both 

realizations. Then the features were matched using the 

Euclidean distance measure described in Section 3.1. The 

variation in location, orientation and scale of the 550 

matching keypoints for a given image are plotted in Figure 

2. We see that the orientation information got from our 

method is within 10 degrees of that got from [19]. The x 

and y location is within 0.5 pixels for most of the features. 

The scale information is within 0.2 of that got from [19]. 

Figure 3 overlays the SIFT features on the image from 

which they were extracted. The features’ location and 

orientation are indicated by the arrows. The length of the 

arrow is proportional to the scale at which the descriptor 

was found. The red arrows indicate the features detected 

by our implementation and the green arrows indicate 

features detected by [19]. These experiments confirm that 

our implementation produces results that are comparable 

with those produced by [19].  

Figure 2: Comparison of our implementation with [19]: 

Difference in orientation, location and scale for descriptors   

Figure 3: Overlay of descriptors on the image. The red arrows 

correspond to descriptors from our implementation and the 

green arrows correspond to descriptors from [19]   



 

 

4.2. Mosaicking images 

The image registration and mosaicking algorithm was 

tested on a broad category of images. The test images used 

can be categorized into 

1. Images got by chopping up a large picture (this is 

the simplest case possible)  

2. Images from the same camera (no structured 

panning)  

3. Images with different view-points  

4. Images with drastic changes in illumination 

5. Images where the overlapping area contains 

occlusions 

6. Aerial imagery  

7. Images with highly regular repeating patterns  

The results were verified visually. Acceptable results 

were obtained in each of these cases. The results are 

summarized in Table 1 below. “Good” refers to quality of 

mosaics when the alignment is correct, “Moderate” to 

mosaics with slight misalignment that is masked by 

blending and “Bad” to mosaics where the misregistration 

errors are visible and not corrected by blending. Some 

sample images covering the entire spectrum of results 

obtained are shown in Figure 4.  

 
Table 1. Results for different test images 

Image Set Type Results 

BruggeSquare_x.jpg 4,5 Good 

Graffiti_x.png 3,5 Good 

GraffitiLausanne_x.jpg 3 Good 

SBAirport_x.jpg 6 Good 

longbeach_x.png 6 Good 

1x.jpg  (4 images) 3 Good 

100-002x_img.jpg (3 images) 3,4 Moderate 

BelurHalebid016x.jpg (4 images) 2 Moderate 

ffriddx.jpg (4 images) 3 Good 

japan_x.jpg 6 Good 

piscinex.jpg (3 images) 3 Bad 

red_graffiti_x.jpg 3 Good 

sphynx_partx.bmp (4 images) 1 Good 

Stairsx.jpg 2,7 Bad 

yellow_tram_x.jpg 5 Good 

panorama-bilder_x.jpg (5 images) 3,5 Good 

GolGumbaz_x.jpg (3 images) 2,3 Good 

GolGumbaz_side_x.JPG 2.3 Good 

STA_38xx.JPG (4 images) 2,3 Good 

 

Figure 4 also includes results of mosaicking of more 

than two images. The results are acceptable in many cases. 

However, for some test images, misregistration errors 

accumulate and the final mosaic looks slightly blurred. In 

many cases, while mosaicking 4 or more images (640x480 

or larger), our MATLAB implementation quit mid-way 

because of insufficient memory. Therefore, in such cases 

the images were scaled down before registration and 

mosaicking. This resulted in a reduction in the number of 

stable keypoints extracted from each image, which in 

several cases caused the mosaicked image to be 

misaligned. However, we expect the algorithm to 

successfully register and mosaic the full-size images on a 

machine with sufficient virtual memory. 

4.3. Mosaicking noisy images 

The system has been tested for resilience to noisy 

images. Noise mainly affects the SIFT features extracted 

and thus can introduce errors in the homography 

estimated. To study the effect of noise on the registration 

output, the images to be registered were corrupted with 

different types of noise. SIFT features extracted from these 

corrupted images were used to establish correspondences 

and estimate the homography. In order to prevent the noise 

from masking the bad results of mosaicking, the original 

uncorrupted images were mosaicked using the 

homography estimated. The results with the different types 

of noise used to corrupt the images are given below:  

1. White Gaussian noise: Uncorrelated Gaussian 

noise with zero mean and constant variance was 

added to the image. The algorithm gave acceptable 

results for variance upto 0.03. It failed for variances 

greater than 0.05.  

2. Salt and pepper noise: Noise with ‘ON’ and ‘OFF’ 

type of pattern in D % of the pixels in the image 

was introduced. For values of D upto 0.05, the 

results were acceptable. However, the algorithm 

failed for greater noise densities. 

3. Multiplicative or speckle noise: The original 

Figure 5: Registration with images corrupted by noise. The 

mosaicking is done on uncorrupted image. Here Gaussian noise 

of variance 0.02 was used.   



 

 

image I was corrupted as I + n*I, where n was 

uniformly distributed random noise with zero mean 

and constant variance. Results were acceptable for 

variances upto 0.05. For larger variances, the 

algorithm failed.  

In the above discussion, output mosaics were termed 

“acceptable” if there is slight ghosting in the image but 

with no visual mismatch along borders. Algorithm failure 

refers to cases when the number of correspondences 

between the images was less than 9 and mosaicking could 

not be done. Figure 5 shows the mosaicked image for 

Graffiti_x.png with additive white Gaussian noise of 

variance 0.02.  

5. Discussion 

We have successfully implemented a registration and 

mosaicking module that can automatically mosaic two 

planar images with sufficient overlap. The outputs for most 

cases are visually satisfactory with seamless transitions 

across image boundaries. In a few cases, slight 

misalignment is visible.  

In this project, we have restricted ourselves to planar 

images. Although this restriction is not very limiting, 

support for non-planar images could be added in the 

future. 

For registering and mosaicking more than two images, it 

is required that successive images (as ordered in the input) 

have overlapping regions. Images have been registered 

pair-wise. The results are satisfactory in many cases. 

However accumulation of misregistration errors gives 

blurry mosaics in some cases. This is particularly evident 

in test sets where the view point changes considerably 

across images. In addition, contrast differences across 

images are not fully compensated. These problems could 

be circumvented by using a global registration mechanism 

like the one suggested by Davis [20] or the one presented 

by Brown and Lowe [13]. 

The entire project has been programmed in MATLAB 

and hence it is not real-time. For example, the registration 

and mosaicking of the BruggesSquare_x.jpg (1712x1368) 

set of images takes almost 40 minutes on an Intel Core 2 

Duo 2.0 GHz, 4GB RAM machine running MATLAB on 

MAC OS X. The code can be re-designed and coded in 

C/C++ with the help of open source libraries like 

OpenCV[21]. This should result in significant 

improvement in memory usage and speed. 
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Figure 4c: Aerial images showing very good results. No visible 

misalignments and blending is seamless.   

Figure 4a: Images cropped from same picture showing very 

good results. No visible misalignments and blending is 

seamless.   

Figure 4b: Images with drastic changes in illumination showing 

acceptable results. No visible misalignments and blending is 

seamless, except for the visible change in exposure. 



 

 

 

Figure 4f: Images with regular repeating pattern in the 

foreground showing misregistration (notice that the clamp on 

the hand rail in the background repeats) 

Figure 4d: Images with different viewpoints showing very good 

results. No visible misalignments and blending is seamless.   
Figure 4e: Panned images showing good results. People present 

in one image and not in the next are “ghosted” by the blending 

process. 

Figure 4g: Misaligned set of images. The misalignment is most 

likely because of the poor quality of the right-most image.  

Figure 4h: Mosaic of four images showing good results. No visible misalignments. 


